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For six decades, physicists have broken their heads over quantum entanglement.
But by now we have learned to do more than break our heads over it. This review
explains what is so baffling about entanglement and also what we can do with
it. Entanglement is a resource for teleporting quantum states and constructing
unbreakable codes, a resource that we can extract, purify, distribute and con-
sume. The applications of entanglement lead us to develop new conceptual tools
and adapt old ones—in particular, the concept of entropy, which helps us exploit
entanglement efficiently. Here we define entanglement and show, via the Einstein-
Podolosky-Rosen (EPR) paradox and Bell’s inequality, how it implies quantum
nonlocality. We draw a parallel between reversible heat engines and reversible
transformations among entangled states. This parallel leads to the “entropy of
entanglement” as the measure of entanglement of bipartite pure states. We also
discuss the entanglement of density matrices.

In 1935, Einstein, Podolsky and Rosen 1 (EPR) presented a paradox that
still baffles and surprises us today. Consider two particles that once interacted
but are remote from one another now and do not interact. Although they do
not interact, they are still entangled if their quantum state does not factor
into a product of states of each particle. Entangled particles have correlated
properties, and these correlations are at the heart of the paradox.

Einstein, Podolsky and Rosen claimed that quantum mechanics is incom-
plete. They based their claim on the correlated properties of entangled parti-
cles. In addition, they made an entirely reasonable assumption: measurements
on one particle do not affect the results of measurements on the other parti-
cle. They never dreamed that this assumption would prove wrong. But, as
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Bell 2 put it, “The reasonable thing just doesn’t work.” The assumption is
inconsistent with quantum mechanics and with experiment. So today, the
EPR paradox is more paradoxical than ever and generations of physicists have
broken their heads over it.

Here we explain what makes entanglement so baffling and surprising. But
we do not break our heads over it; we take a more positive approach to en-
tanglement. After decades in which everyone talked about entanglement but
no one did anything about it, physicists have begun to do things with entan-
glement. Here we treat entanglement as a resource that allows us to teleport
quantum states and construct unbreakable codes, a resource that we can ex-
tract, purify, distribute and consume. The applications of entanglement lead
us to develop new conceptual tools and to adapt old ones—in particular, the
concept of entropy. Like Carnot, we face fundamental questions about how to
use this resource most efficiently, and the concept of entropy helps us exploit
entanglement efficiently just as it helps us exploit energy efficiently.

This chapter consists of seven sections. The first section introduces and
defines entanglement. Sec. 2 presents the EPR claim and Sec. 3 shows why
it does not work. Sec. 4 shows how quantum nonlocality arises in the entan-
glement of remote systems. Sec. 5 is about converting entanglement from one
form to another. Sec. 6 draws a parallel between reversible heat engines and
reversible transformations among entangled states and derives the “entropy of
entanglement” as the measure of entanglement of pure states. Sec. 7 discusses
the entanglement of density matrices. The Appendix contains a derivation of
the Clauser-Horne-Shimony-Holt (CHSH) inequality.

1 What is entanglement?

Quantum mechanics builds systems out of subsystems in a remarkable, holistic
way. The states of the subsystems do not determine the state of the system.
Schrödinger 3—commenting on the EPR paper in 1935, the year it appeared—
coined the term entanglement for this aspect of quantum mechanics. In this
section, we discuss entanglement mathematically, starting from a precise defi-
nition of entanglement.

Consider a system consisting of two subsystems. Quantum mechanics as-
sociates to each subsystem a Hilbert space. Let HA and HB denote these two
Hilbert spaces; let |i〉A (where i = 1, 2, . . .) represent a complete orthonormal
basis for HA, and |j〉B (where j = 1, 2, . . .) a complete orthonormal basis for
HB . Quantum mechanics associates to the system—i.e., the two subsystems
taken together—the Hilbert space HA⊗HB , namely the Hilbert space spanned
by the states |i〉A ⊗ |j〉B . In the following, we will drop the tensor product
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symbol ⊗ and write |i〉A ⊗ |j〉B as |i〉A|j〉B , and so on.
Any linear combination of the basis states |i〉A|j〉B is a state of the system,

and any state |Ψ〉AB of the system can be written

|Ψ〉AB =
∑

i,j

cij |i〉A|j〉B , (1)

where the cij are complex coefficients; we take |Ψ〉AB to be normalized, hence
∑

ij

|cij |2 = 1. (2)

• A special case of Eq. 1 is a direct product state in which |Ψ〉AB factors
into (a tensor product of) a normalized state |ψ(A)〉A =

∑
i c

(A)
i |i〉A in

HA and a normalized state |ψ(B)〉B =
∑

j c
(B)
j |j〉B in HB :

|Ψ〉AB = |ψ(A)〉A|ψ(B)〉B =

(∑

i

c
(A)
i |i〉A

) 
∑

j

c
(B)
j |j〉B


 . (3)

Not every state in HA ⊗HB is a product state. Take, for example, the
state (|1〉A|1〉B + |2〉A|2〉B)/

√
2; if you try to write it as a direct product

of states of HA and HB , you will find that you cannot.

• If |Ψ〉AB is not a product state, we say that it is entangled.

Comparing Eqs. 1 - 3, we see that |Ψ〉AB is a product state only if it
satisfies the following constraint: there must be complex coefficients c

(A)
i and

c
(B)
j such that for every i and j, cij = c

(A)
i c

(B)
j . The problem is that in general

it is not immediately clear, from a look at the coefficients cij , whether they
satisfy this constraint; it takes some work to check whether they do. This
practical, technical problem has a solution, which we now present. If it does
not interest you right now, we suggest that you skip to the last paragraph of
this section.

We can determine whether |Ψ〉AB is entangled by the following method
(see also the chapter by Jozsa in this volume). Consider an operator OA that
acts only in the Hilbert space HA. The expectation value of OA in the state
|Ψ〉AB is

〈OA〉 = AB〈Ψ|OA|Ψ〉AB

= trAtrB (|Ψ〉AB AB〈Ψ|OA)
= trA ([trB |Ψ〉AB AB〈Ψ|] OA) , (4)
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where trA and trB denote traces over states of the subsystems A and B respec-
tively; we let AB〈Ψ| denote the adjoint of |Ψ〉AB . The expression in square
brackets, trB |Ψ〉ABAB〈Ψ|, is the reduced density matrix ρA for the subsystem
A. It satisfies trAρA = 1 (since |Ψ〉AB is a normalized state). If |Ψ〉AB is a
product state, say |Ψ〉AB = |ψ(A)〉A|ψ(B)〉B , then ρ2

A = ρA, because ρA is sim-
ply the projection operator |ψ(A)〉AA〈ψ(A)|. We will now prove the converse:
if ρ2

A = ρA, then |Ψ〉AB is a product state.
We begin the proof by diagonalizing ρA. If ρA has more than one nonzero

term on the diagonal, then ρ2
A 6= ρA. (Hence |Ψ〉AB is entangled; we have

shown that ρ2
A = ρA for |Ψ〉AB a product state.) So suppose that there is only

one nonzero term on the diagonal, so that ρ2
A = ρA. Let |φi〉A be a basis of

eigenstates of ρA, with |φ1〉A as the eigenstate with nonzero eigenvalue. We
rewrite |Ψ〉AB as follows:

|Ψ〉AB =
∑

ij

c′ij |φi〉A|j〉B . (5)

Now we ask, what is the expectation value of the projector |φi〉A A〈φi| if i 6= 1?
It must be zero; hence c′ij for i 6= 1 vanishes, and |Ψ〉AB is a product state. So
ρ2

A = ρA if and only if |Ψ〉AB is a product state.
This result leads to a convenient expression for |Ψ〉AB , as follows. If we

normalize the states ∑

j

c′ij |j〉B (6)

and denote the normalized states |φ′j〉B , then the |φ′j〉B are orthogonal. The
proof is that ρA = trB [|Ψ〉AB AB〈Ψ|] must be diagonal in the |φi〉A basis, hence
B〈φ′i|φ′j〉B must vanish unless i = j. We conclude, therefore, that any state
|Ψ〉AB of two subsystems A and B can be reduced to the form

|Ψ〉AB =
∑

i

di|φi〉A|φ′i〉B . (7)

We can even choose the coefficients di to be real and positive, by absorbing
any phase factors in the definitions of the bases. Eq. 7, known as the Schmidt
decomposition, is very useful in the study of entanglement.

Any state |Ψ〉AB of the two subsystems A and B has a Schmidt decom-
position, as in Eq. 7. If the sum in Eq. 7 contains just one term, |Ψ〉AB is a
product state; otherwise, |Ψ〉AB is an entangled state. Suppose that |Ψ〉AB is
entangled. If we look at subsystem A in isolation, we find it in a mixed state,
with a probability |di|2 to be in the state |φi〉A. This is also the probability
for the subsystem B to be in the state |φ′i〉B . The reduced density matrices for
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the subsystems yield these probabilities. What they do not yield is the fact
that whenever subsystem A is in the state |φi〉A, subsystem B is in the state
|φ′i〉B . That is, the states of the two subsystems do not account for the corre-
lations between measurements on the subsystems. These correlations, which
the mixed states of A and B leave out, are contained in the state |Ψ〉AB of the
combined system. Thus, whenever two or more subsystems are entangled, the
state of the combined system contains more than the states of the subsystems
combined, as we remarked at the beginning of this section.

2 Hidden variables?

Quantum mechanics is not deterministic, in the following sense: if we prepare
two identical systems in the same state, and perform the same measurement
on each, the results of the measurement may not be the same. This indeter-
minism is fundamental, because—according to quantum mechanics—the initial
quantum states were truly identical. Einstein never liked the indeterminism of
quantum mechanics; he claimed that the initial quantum states were not truly
identical. That is, the quantum state of a system does not completely describe
it; there are additional, “hidden” variables that are missing from the quan-
tum state. The EPR paper applied the correlations between subsystems in an
entangled state to argue convincingly for Einstein’s claim. Here we present
a version of the EPR argument; in the next section we show how it leads to
trouble.

Let’s start with something simple: a singlet state of two nonidentical spin-
1/2 particles:

1√
2

(| ↑〉A| ↓〉B − | ↓〉A| ↑〉B)u(xA)v(xB). (8)

In Eq. 8, | ↑〉A, | ↓〉A and | ↑〉B , | ↓〉B represent the spin states of the two
particles (polarized along a common z-axis) and xA and xB their respective
coordinates. Consider measurements of the spin of each particle along the
z-axis. Quantum mechanics makes two predictions:

• the results | ↑〉A and | ↓〉A are equally probable, and the results | ↑〉B
and | ↓〉B are equally probable;

• the measured z-components of the spins show perfect anticorrelation.
These are the only quantum predictions regarding the results of the mea-
surements.

So far we have made no assumption about the locations of these particles.
But now let us assume that the wave functions u(xA) and v(xB) are localized
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to regions that are disjoint and far apart. Let two friends, Alice and Bob,
help us with the measurements on this entangled state. Alice measures the
z-component of spin of particle A and Bob measures the z-component of spin
of particle B; Alice’s measurements are spacelike separated from Bob’s. Al-
though Alice and Bob cannot compare their results immediately, they always
ultimately find that their results are perfectly anticorrelated. But this perfect
anticorrelation is very strange. Suppose that (in some Lorentz frame) Alice
makes her measurement after Bob has already measured. How can Alice’s
particle know what result Bob obtained? And if we say that it doesn’t know
what result Bob obtained, we can choose a Lorentz frame in which Bob makes
his measurement after Alice has already measured. How can Bob’s particle
know what result Alice obtained? In short, how can the results be perfectly
anticorrelated?

Consider two mutually exclusive possibilities. The first possibility is that
the results of both Alice’s and Bob’s respective measurements are determined
locally. That is, Alice’s particle, together with its immediate environment,
completely determine the result of Alice’s measurement (and likewise for Bob).
Each result arises locally, and the fact that the results are anticorrelated is due
to the past history of the two particles. The second possibility is that Alice’s
particle, together with its immediate environment, do not completely deter-
mine the result of Alice’s measurement (and likewise for Bob). For example,
there could be some randomness in the results. But then Alice and Bob would
not see the perfect anticorrelation that they do see, unless the result of Alice’s
measurement could influence the result of Bob’s, or vice versa. Since a spacelike
interval separates the two measurements, such an influence seems incompati-
ble with the theory of relativity, which does not allow influences to propagate
faster than light. Thus, it seems that the results of both measurements are
determined before the measurements (by some hidden variables) and quantum
mechanics is incomplete, as EPR claimed. These hidden variables are local
because their local interaction with a measuring device determines the mea-
surement result. To be explicit, let us assume that the particles reach Alice
and Bob with prepared answers to the questions that Alice and Bob ask. The
answers are opposite, so the results of the measurements are anticorrelated.

The EPR claim is reasonable. But “the reasonable thing just doesn’t
work”, as we see in the next section.

3 A thought experiment

To exhibit the baffling nonlocality of quantum mechanics—what Bell 4 first
showed—we present a thought experiment due to Greenberger, Horne and
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Zeilinger 5 (GHZ). It shows, dramatically and directly, how the EPR claim
breaks down. We ask Alice, Bob and their sidekick Claire to help us with an
experiment on a state |ΨGHZ〉 for three distinguishable spin-1/2 particles:

|ΨGHZ〉 =
1√
2

(| ↑〉A| ↑〉B | ↑〉C − | ↓〉A| ↓〉B | ↓〉C) . (9)

(Here, as in the previous section, | ↑〉 and | ↓〉 represent spin parallel and
antiparallel, respectively, to the z-axis.) We assume (implicitly, since spatial
wave functions don’t appear in Eq. 9) that each particle is in a localized state
remote from the other particles. We prepare an ensemble of particles in this
state, and ask Alice, Bob and Claire to each take a particle (A, B and C,
respectively) in each triplet. All three measure σx on some of the particles at
their disposal, σy on the others. Alice’s measurements are spacelike separated
from Bob’s and Claire’s, and Bob’s measurements are spacelike separated from
Claire’s. Consider two special cases: when two of the friends measure σy and
the third measures σx on a triplet, and when all three of them measure σx on
triplet. It just so happens that |ΨGHZ〉 is an eigenstate of the three operator
products σA

y σB
y σC

x , σA
y σB

x σC
y and σA

x σB
y σC

y with eigenvalue 1 and is also an
eigenstate of σA

x σB
x σC

x with eigenvalue -1. (Here σA
x Alice’s spin, σB

x operates
on Bob’s, etc.) Thus if Alice, Bob and Claire all measure σx, they may obtain
−1,−1,−1 or −1, 1, 1 or 1,−1, 1 or 1, 1,−1 respectively; if two measure σy

and the third measures σx, they may obtain 1, 1, 1 or 1,−1,−1 or −1, 1,−1 or
−1,−1, 1 respectively; only these results are possible.

It is only reasonable to assume that these correspondences among the mea-
surements of Alice, Bob and Claire arise from properties of the particle triplets
that exist before the measurements. Otherwise, the three particles must be su-
perluminally gossiping about what Alice, Bob and Claire choose to measure.
So let us assume that the particles in each triplet come prepared to answer to
any question that Alice, Bob and Claire may ask, without coordinating their
answers in the last minute. That is, each particles in each triplet carries a local
plan that prepares its answers to Alice’s, Bob’s or Claire’s questions; and the
local plan insures that all the answers are consistent with the predictions of
quantum mechanics. In the GHZ experiment, such a local plan must contain
(at least) six entries—two entries for the two possible measurements of each of
the three observers. Here is an example of a local plan, in which sA

x denotes
what a measurement of σA

x yields, and so on:

sA
x = −1, sA

y = 1,

sB
x = 1, sB

y = −1,

sC
x = −1, sC

y = 1. (10)
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However, this plan is not satisfactory, because if the measurements are σA
x , σB

x

and σC
x , the product of their measurements is not -1 as quantum mechanics

requires.
Guess what? No local plan is satisfactory.
The proof is quite short. The predictions of quantum mechanics impose

four constraints:

sA
y sB

y sC
x = 1,

sA
y sB

x sC
y = 1,

sA
x sB

y sC
y = 1,

sA
x sB

x sC
x = −1. (11)

If we multiply together the first three lines of Eq. 11, we obtain

(sA
y )2(sB

y )2(sC
y )2sA

x sB
x sC

x = 1, (12)

which contradicts the fourth line of Eq. 11 since (sA
y )2 = (sB

y )2 = (sC
y )2 = 1.

The “reasonable thing” just doesn’t work. No one has yet performed the
GHZ thought experiment as an actual experiment, but by now you know that
you must choose between what is “reasonable”, on the one hand, and quantum
mechanics, on the other; and you, too, can break your head on this paradox.
But here we emphasize the pleasures, and not the paradox, of entanglement.
That’s why the title of this chapter is “The Joy of Entanglement”.

4 Nonlocality

Why is the EPR claim “the reasonable thing”? It is reasonable insofar as
it follows from a principle that has long guided physicists: the principle of
locality—no action at a distance. Locality implies that particles cannot com-
municate over spacelike separations. The GHZ thought experiment, however,
shows that—in some sense—particles do communicate over spacelike separa-
tions. Hence quantum mechanics is nonlocal.

In Sect. 2, we stated that such nonlocality seems incompatible with the
theory of relativity. Now we have to look more carefully at the apparent in-
compatibility. Can Alice, Bob and Claire use the GHZ experiment to exchange
superluminal signals? Let Alice, say, measure the spin component of her par-
ticle along an arbitrary axis. By inspection of the state |ΨGHZ〉, we see that
the two possible results of her measurement have probability 1/2, regardless of
what the others choose to measure. The same is true of Bob and Claire. The
friends cannot exchange superluminal messages by making measurements on
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an ensemble of prepared GHZ triplets, because they cannot affect the proba-
bilities of each others’ results; hence neither Alice, Bob or Claire will ever see
an effect in their measurements. The particles may communicate, but Alice,
Bob and Claire cannot. Quantum nonlocality violates the spirit, but not the
letter, of relativity theory.

The GHZ thought experiment is impressive, but it concerns the very special
state |ΨGHZ〉. Also, it remains a thought experiment since no one has made
an actual experiment out of it. Can we make a more general (and testable)
statement about nonlocality in quantum mechanics? Indeed we can: every
entangled state, of any number n of remote subsystems, is nonlocal.6 That
is, given any entangled state, our friends (Alice, Bob, Claire, etc.) can obtain
nonlocal correlations—correlations that are inconsistent with the EPR assump-
tion of local hidden variables. They just have to make the right measurements.
The only states that are totally consistent with the EPR assumption are di-
rect product states. The proof of this statement involves the Clauser, Horne,
Shimony and Holt (CHSH) inequality,7 a generalization of Bell’s inequality.4

The CHSH inequality is an important experimental and theoretical tool for
the study of nonlocality. We present a proof of the CHSH inequality in the
Appendix. Furthermore, the statement follows from the results of the next
section. There we show how different entangled states of two systems can be
interconverted.

Since all entangled states (of remote systems) are nonlocal, we must ask,
once again, whether quantum mechanics and relativity theory are compatible.
The answer is that they are compatible: although quantum correlations can be
nonlocal, they cannot be used for superluminal communication.8 The reason is
that measurements on an isolated system depend only on the reduced density
matrix for that system. The reduced density matrix for a system is independent
of measurements made on another system, even if the systems are entangled.

The most thorough experimental demonstration to date of nonlocal corre-
lations is due to Aspect and coworkers.9 The experiment involved photons in
a singlet state. The results were consistent with quantum mechanics and vio-
lated a form of the Bell-CHSH inequality by five standard deviations. However,
the results have not convinced everyone.10

5 Manipulating entanglement

Entanglement, once a curiosity, appears today to be a resource. Using entan-
gled pairs of spins, Alice and Bob can teleport an arbitrary quantum state 11

(see the chapter by Jozsa in this volume), and they can construct an unbreak-
able code (see the chapter by Lo in this volume).12 The teleportation protocol
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requires spins in the singlet state of Eq. 8. But suppose Alice and Bob share,
not a singlet state, but an entangled state |Ψα〉:

|Ψα〉 = α| ↑〉A| ↑〉B + (1− α2)1/2| ↓〉A| ↓〉B , (13)

with α real. (We suppress the spatial wave function of the pairs.) |Ψα〉 looks
very different from Eq. 8; |Ψα〉 contains terms | ↑〉A| ↑〉B and | ↓〉A| ↓〉B while
Eq. 8 contains terms | ↑〉A| ↓〉B and | ↓〉A| ↑〉B ; also their relative sign is
different. Yet these differences are insignificant. Alice could flip her spin or
Bob could flip his, and then their spins would be antiparallel. (Note that Alice
can flip her spin without knowing its state, just by, say, a π rotation around
the x-axis; the same is true of Bob.) Also, they can adjust the relative phase
of the terms in |Ψα〉 by briefly applying a magnetic field, parallel to the z-axis,
to their spins. These are local operations. They belong to a general class of
local operations, local unitary transformations. Local unitary transformations
are unitary transformations that operate only Alice’s system or only on Bob’s
(or products of these). If Alice and Bob share any entangled state of two
spins, they can put it in the form |Ψα〉 by using local unitary operations.
(Indeed, |Ψα〉 is a special case of the Schmidt decomposition, Eq. 7.) As long
as α = 1/

√
2, Alice and Bob can use |Ψα〉 to teleport an arbitrary spin state.

If, however, α 6= 1/
√

2, teleportation will not be reliable. Errors will show
up. Bob may not receive exactly the state that Alice sent. Yet suppose that
Alice and Bob cannot tolerate errors. That is, suppose that Bob cannot use
the teleported state unless he is sure that it is exactly the state that Alice sent.
If Alice and Bob share only the state |Ψα〉, what can they do?

They can apply local filtering.13 Suppose that α > 1/
√

2, i.e. α is too
large. Either Alice or Bob can reduce α as follows. Let Alice, say, run her spin
through a selective filter that never absorbs the state | ↓〉A, but sometimes
absorbs the state | ↑〉A. We denote the initial state of the filter by |0〉 and
represent local filtering by a unitary operator U that sends

| ↑〉A|0〉 → ε1| ↑〉A|0〉+ ε2| ↑〉A|1〉,
| ↓〉A|0〉 → | ↓〉A|0〉. (14)

Here |1〉 represents the state of the filter if it absorbs Alice’s spin, and |ε1|2 +
|ε2|2 = 1. Eq. 14 is consistent with the requirement that U be unitary. After
Alice runs her spin through the filter, the combined state of the two spins and
the filter is[

ε1α| ↑〉A| ↑〉B + (1− α2)1/2| ↓〉A| ↓〉B
]
|0〉+ ε2α| ↑〉A| ↑〉B |1〉. (15)

Now Alice looks in the filter. The chance is |αε2|2 that she finds her spin
there. If she does not find her spin in the filter, however, she knows (and
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informs Bob) that the state of the two spins is given by the bracketed term in
Eq. 15, up to normalization. In particular, if we choose ε1 = (1−α2)1/2/α, the
state of the two spins will now be equivalent to a singlet state, and suitable
for exact teleportation. So Alice and Bob have a chance 1−|αε2|2 = 2(1−α2)
of producing a state that allows exact teleportation. Of course, they lose all
the entanglement in the initial state |Ψα〉 if the filter absorbs the | ↑〉A state,
but if they are lucky, Alice and Bob get an entangled state that allows faithful
teleportation.

If Alice and Bob share only one pair of entangled spins, local filtering is
the best they can do. But what if they share many pairs in the state |Ψα〉?
Should they locally filter the pairs, one by one? Even in tailoring, there are
economies of scale. A careful tailor can cut more clothes from one large piece
of cloth than from many small pieces of cloth (with the same total area); less
of the large piece of cloth goes to waste. Yet in local filtering, Alice and Bob
throw away the part of |Ψα〉 that doesn’t fit into a singlet. Local filtering is
also known as the Procrustean method of making a singlet, after Procrustes,
the cruel giant of Greek myth who chopped or stretched guests to the size of
his bed. Let us see whether Alice and Bob can do better; whether, in cutting
out singlet pairs—as in cutting out clothes—there are economies of scale. To
do better, Alice and Bob must apply collective operations to their entangled
pairs—they must operate on the pairs together and not one by one.

Suppose Alice and Bob share two pairs in the entangled state |Ψα〉. The
state of two pairs is
[
α| ↑〉A| ↑〉B + (1− α2)1/2| ↓〉A| ↓〉B

] [
α| ↑〉A′ | ↑〉B′ + (1− α2)1/2| ↓〉A′ | ↓〉B′

]
,

(16)
where A and A′ refer to Alice’s spins, and B and B′ refer to Bob’s. Expanding
Eq. 16, we obtain

α2| ↑〉A| ↑〉B | ↑〉A′ | ↑〉B′ + (1− α2)| ↓〉A| ↓〉B | ↓〉A′ | ↓〉B′ (17)

+
√

2α(1− α2)1/2

[ | ↑〉A| ↑〉B | ↓〉A′ | ↓〉B′ + | ↓〉A| ↓〉B | ↑〉A′ | ↑〉B′√
2

]

for the state of the two pairs. Now let Bob, say, make a (local) measurement
of total z-component of spin. If Bob measures σB

z + σB′
z , the result can be

either 2, -2, or zero. (If Alice measures σA
z +σA′

z , the result is the same. Hence
Alice and Bob do not even need to communicate.) Suppose the result is 0;
the probability of this result is 2α2(1 − α2). The state of the spins after the
measurement is the bracketed term in Eq. 18. If we now define

| ⇑〉A ≡ | ↑〉A| ↓〉A′ ,
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| ⇓〉A ≡ | ↓〉A| ↑〉A′ ,
| ⇑〉B ≡ | ↑〉B | ↓〉B′ ,
| ⇓〉B ≡ | ↓〉B | ↑〉B′ , (18)

we see that the state of the spins after the measurement is equivalent to a
singlet, and allows exact teleportation.

Actually, this way of making a singlet out of two pairs is too inefficient
to pay. But the collective method, unlike the Procrustean method, gets more
and more efficient as Alice and Bob apply it to more and more pairs. Bennett,
Bernstein, Popescu and Schumacher 13 showed that Alice and Bob can obtain
n singlets from k pairs of spins in the state |Ψα〉, and as n, k become large, the
ratio n/k approaches the limit

lim
n,k→∞

n

k
= E(|Ψα〉)

= −α2 log2 α2 − (1− α2) log2(1− α2). (19)

E(|Ψα〉) is called the entropy of entanglement, and equals the Shannon entropy
of the squares of the coefficients of the Schmidt decomposition, Eq. 7. We
shall see, in the next section, that Eq. 19 represents the highest possible yield
of singlets from pairs in the state |Ψα〉. The entropy of entanglement equals 1
if α = 1/

√
2 (i.e., if |Ψα〉 is equivalent to a singlet) and equal 0 for a product

state; the yield in Eq. 19 is always greater than or equal to that of local filtering.
For any entangled state |Ψα〉, if Alice and Bob have a large enough ensem-

ble of pairs in the state |Ψα〉, they can extract singlets; Eq. 19 tells how many
they can extract. The fact that Alice and Bob can do so gives us insight into
the statement (in the last section) that every entangled state is nonlocal. Since
Alice and Bob can extract singlets from an ensemble of spins in any entangled
state, and since the nonlocality of the singlet state is already known, it must
be that |Ψα〉 is nonlocal as well; Alice and Bob could never obtain nonlocal
states from local states by using only local interactions.

What about going the other way? Can Alice and Bob manufacture pairs
of spins in the state |Ψα〉 out of singlets, using only local operations? Indeed,
they can. For example, Alice can manufacture, in her laboratory, pairs in the
state |Ψα〉; she then teleports one spin out of each entangled pair to Bob.
In this way, Alice uses up one singlet pair for every spin that she teleports
to Bob, so Alice and Bob use up k singlets to produce k pairs in the state
|Ψα〉. On the other hand, from k pairs in the state |Ψα〉 they can only recover
n < k singlet pairs. So this is not an efficient way to produce pairs in the
state |Ψα〉. However, Alice can teleport the pairs more efficiently using a
method called quantum data compression.14 (See the chapter by Jozsa in this
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volume.) The idea behind quantum data compression is the following. Alice
has to teleport k spins, i.e. a state in a 2k-dimensional Hilbert space. But the
effective dimension of the Hilbert space is much smaller than 2k, because the
k spins have a common source. For example, in the state |Ψα〉 with α > 1/

√
2,

| ↑〉B is more likely than | ↓〉B , so a sequence with every spin in the state | ↑〉B
is much more likely than a sequence with every spin in the state | ↓〉B ; still
more likely are sequences with most, but not all, spins in the state | ↑〉B . In
fact, the effective dimension of the Hilbert space approaches 2n, rather than 2k;
that is, Alice can actually teleport the k spins to Bob without using more than
the n singlets that Alice and Bob can obtain from k pairs in the state |Ψα〉.
In a word, the conversion of pairs in the state |Ψα〉 into singlets is reversible.
The reversibility of these entanglement manipulations is highly significant, as
the next section shows.

6 Thermodynamics and entanglement

Alice and Bob can, using local operations, reduce any pure entangled state of
two spins to the state |Ψα〉, and the only parameter in |Ψα〉 is α. Plausibly, the
closer α is to 1/

√
2, the more entangled is the state |Ψα〉. But even if α increases

with increasing entanglement of |Ψα〉, does α measure entanglement? There
have been numerous proposed measures for entanglement,15 but is one of them
the measure? This question gives us a chance to approach entanglement in a
different way from the last section. In this section, we show that the entropy
of entanglement, E(|Ψα〉) of Eq. 19, is the unique measure of entanglement
for pure states.16 Although Eq. 19 defines the entropy of entanglement, we will
not refer to it until the end of this section. Until then, forget that we defined
E(|Ψα〉) in the last section.

When Einstein searched for a universal formal principle from which to
derive a new mechanics (namely, special relativity) he took for inspiration
a general principle of thermodynamics: The laws of nature are such that it
is impossible to construct a perpetuum mobile.17 This general principle (the
second law) enabled Carnot to show that all reversible heat engines operating
between given temperatures T1 and T2 are equally efficient. Consider two
reversible heat engines; suppose that both absorb heat Q1 at T1 and expel
heat Q2 at T2, but one does work W , and the other does work W ′ > W , per
cycle. The first engine, if run in reverse, is a refrigerator—absorbs heat Q2

at T2 and expels heat Q1 at T1—and requires only work W per cycle. Thus
the two engines together could provide W ′ − W in work per cycle without
changing their environment. Such a conclusion contradicts the second law, so
both engines must do the same work: W = W ′.
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We can draw an analogy with entanglement, as follows: The laws of na-
ture are such that it is impossible to create (or increase) entanglement be-
tween remote quantum systems by local operations.19,16 Quantum mechanics
does not allow local operations to create such entanglement, although they
may preserve or destroy entanglement. So this general principle is analogous
to the second law of thermodynamics. Furthermore, a reversible manipulation
of entanglement—any reversible transformation, consisting only of local op-
erations, that transforms one entangled state into another—is analogous to a
reversible heat engine. Suppose that Alice and Bob share k pairs of systems in
an entangled state, and that, by local operations only, they can transform the
entanglement to n pairs of systems in a different entangled state. Since Bob
and Alice have access to other systems that are not initially entangled, k and n
may be different. Even if n > k, there need be no contradiction with the gen-
eral principle that it is impossible to create entanglement by local operations,
because the state of the n pairs may be less entangled than the state of the
original k pairs. If Alice and Bob can transform k pairs in one entangled state
into n pairs in another entangled state without destroying any entanglement,
then any measure of entanglement must assign the same entanglement to the k
initial pairs and the n final pairs. But did they not destroy any entanglement?
That is, could Alice and Bob apply a more efficient set of local operations to
obtain the same number n of final pairs from a smaller number k′ < k of initial
pairs?

The answer is that they cannot, if both transformations are reversible. For
if it were possible to transform k′ of the initial pairs into n of the final pairs
by a different transformation, Alice and Bob could then reverse the first trans-
formation and transform the n pairs in the final state to k pairs in the initial
entangled state. In doing so, they would have added k − k′ entangled pairs to
their initial supply, contradicting the general principle that it is impossible to
create entanglement by local operations. Thus k′ = k.

So far we have discussed these reversible local transformations of entan-
glement abstractly. Now we recall that we encountered them concretely in
the last section. (In the last section the systems were spins; but the Hilbert
space for any system can be embedded in a tensor product of spin Hilbert
spaces, so without loss of generality we can let the systems be spins.) Alice
and Bob can transform k pairs in an entangled state |Ψα〉 into n pairs in a
singlet state, using only local transformations; the transformation is reversible
when the number of pairs becomes arbitrarily large. That is, the ratio n/k
tends to a constant in the limit k → ∞. We can then assign, to k systems in
a pure entangled state |Ψα〉, the same measure of entanglement as n singlet
pairs. Thus the problem of defining a measure of entanglement for k pure
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states reduces to the problem of defining a measure of entanglement for n sin-
glets. At first, it might seem that many such measures, such as n, n2 and
en, would be admissible. But actually, the measure must be proportional to
n. The reason is that the transformations under consideration are reversible
only when the number of systems becomes arbitrarily large. Indeed, the ratio
n/k nearly always tends to an irrational number, and if the number is irra-
tional, we can never reversibly transform n singlets into a finite number k of
systems in the state |Ψα〉. Reversibility requires us to go to the limit of in-
finite n, and for infinite n there is no way to define total entanglement. We
can only define entanglement per system. Here too, thermodynamics provides
the formal principle: the thermodynamic limit requires us to define intensive
quantities. Likewise, the measure of entanglement must be intensive, i.e. the
measure of entanglement of n singlets must be proportional to n. It follows
that the measure of entanglement for pure states is unique (up to a constant
factor). Since the measure of entanglement of k systems |Ψα〉 approaches the
measure of entanglement of n pairs in a singlet state, and since the measure
is intensive, we have kE(|Ψα〉) = n, where E denotes the measure, and the
measure of entanglement of a singlet state is 1. Thus

E(|Ψα〉) = lim
n,k→∞

n

k
. (20)

Now Eq. 19 shows that this limit is equal to the entropy of entanglement
of |Ψα〉; so the measure of entanglement of |Ψα〉 must equal its entropy of
entanglement (as we have anticipated in the notation) up to a conventional
proportionality constant—measuring the entanglement of a singlet pair—that
we set it to 1. In analogy with qubit, which denotes a single quantum bit of
information, the word ebit denotes a single entangled bit. Eq. 19 measures the
entanglement of |Ψα〉 in ebits.

7 Entangled density matrices

In Sec. 1 we noted that the subsystems of a system in a pure entangled state
|Ψ〉AB are in mixed states. Suppose Alice and Bob share pairs of spin-1/2
particles in a pure singlet state; Alice gets one spin in each pair and Bob gets
the other. If Bob makes no measurement, the pairs remain in a pure singlet
state, but Alice’s spins are in a mixed state. If, however, Bob measures σB

z

on his spins, he leaves Alice with an equal mixture of spins with σA
z = ±1.

Relativistic causality implies that Alice cannot distinguish between these two
mixtures, because otherwise Bob could send superluminal messages to Alice
by choosing whether or not to measure σB

z . But we already know (from Sect.
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4) that quantum correlations do not allow superluminal signalling. Hence for
Alice, the two mixtures are equivalent and correspond to the same density
matrix.

So far we have assumed that there is a pure state |Ψ〉AB for the overall
system. What if the overall system is itself in a mixed state? For example,
Alice and Bob could share entangled pairs of spins, with half of the pairs in
the singlet state of Eq. 8 and the other pairs in the triplet state

1√
2

(| ↑〉A| ↓〉B + | ↓〉A| ↑〉B) . (21)

(We suppress the spatial wave function of the pairs.) If they don’t know which
pairs are in which state, they have a mixed state. We emphasize that a mixed
state is a classical mixture of quantum states. Alice and Bob lack information
about their pairs, but someone else could, perhaps, supply the information—
perhaps Claire prepared the mixture and still remembers which pairs are which.
Since the mixture is classical, we might expect questions about mixed states
to be easy, once we can answer the same questions for pure states. Yet some of
the central questions that we can answer about pure states remain open when
we come to mixed states. For any practical applications we must answer these
questions, because in practice, pure states are apt to decohere quickly and turn
into mixed states, by interacting and entangling with the environment.

For any pure state, we can say whether it is entangled or not. For mixed
states, we so far do not know to do so. We know how to define an entangled
mixed state: a mixed state that cannot be written as a mixture of direct
product states is entangled. But it is difficult to apply this definition directly.
To see the difficulty, let us consider an example. Suppose again that Alice and
Bob share equally many pairs of spins in the singlet state and in the triplet
state, and they don’t know which pairs are which. The density matrix for this
mixed state is

ρAB =
1
4

[| ↑〉A| ↓〉B − | ↓〉A| ↑〉B ] [A〈↑ |B〈↓ | − A〈↓ |B〈↑ |]

+
1
4

[| ↑〉A| ↓〉B + | ↓〉A| ↑〉B ] [A〈↑ |B〈↓ |+ A〈↓ |B〈↑ |]

=
1
2
| ↑〉A| ↓〉BA〈↑ |B〈↓ |+ 1

2
| ↓〉A| ↑〉BA〈↓ |B〈↑ |; (22)

that is, this mixture of entangled states is equivalent to an equal mixture of the
direct product states | ↑〉A| ↓〉B and | ↓〉A| ↑〉B . Are these two mixtures indeed
indistinguishable for Alice and Bob? Indeed they are, for suppose Alice, Bob
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and Claire initially share the entangled three-particle state |ΨABC〉:

|ΨABC〉 ≡ 1
2

[(| ↑〉A| ↓〉B + | ↓〉A| ↑〉B
)| ↑〉C +

(| ↑〉A| ↓〉B − | ↓〉A| ↑〉B
)| ↓〉C

]

=
1
2

[
| ↑〉A| ↓〉B

(| ↑〉C + | ↓〉C
)

+ | ↓〉A| ↑〉B
(| ↑〉C − | ↓〉C

)]
. (23)

If Claire measures σC
z on her spin(s), she leaves Alice and Bob with spins in

an equal mixture of entangled singlet and triplet states, while if she measures
σC

x , she leaves them with spins in an equal mixture of the two product states.
Now relativistic causality implies that Alice and Bob cannot distinguish be-
tween these two mixtures, because otherwise Claire could send superluminal
messages to Alice and Bob by her choice of what to measure. But quan-
tum correlations do not allow superluminal signalling, so the two mixtures are
equivalent. Although Alice and Bob can prepare the mixture by using entan-
gled states, it is not an entangled mixture, because they can also prepare it
using direct product states.

So far, this difficulty has prevented a generalization of results for pure
states to density matrices. However, there are some results concerning den-
sity matrices of small dimension. For mixed states of two spin-1/2 particles,
a necessary and sufficient condition for a density matrix to be entangled is
known.18 (It is not a necessary condition for mixtures of higher spin states.)
The question remains open: given an arbitrary density matrix, how can we tell
if it is entangled or not?

We can manipulate pure entangled states, to concentrate and dilute entan-
glement. Can we do the same with mixed states? Here, too, there are partial
results. Bennett et al. have shown how to purify some entangled mixed states
and even how to extract singlets from them.19 And here too, the big question
remains open. In the last section, we noted that the concentration and dilution
of entanglement, in pure states, are reversible processes. Reversibility is crucial
for the derivation of the measure of entanglement. When it comes to mixtures,
we do not know whether the corresponding processes are reversible. Is it pos-
sible to obtain as many singlets from a mixture, asymptotically, as it takes to
create the mixture? Until we can answer this question, we have at least two
measures of entanglement for mixtures: entropy of distillation 19—how many
singlets we can purify from a mixture—and entropy of formation 19—the least
number of singlets required to produce a mixture.

We conclude with a brief restatement of our main point. The modern view
of entanglement treats entanglement as a resource, like (free) energy. Like
energy, entanglement can be consumed, distributed and converted to different
forms; like energy it obeys thermodynamic principles. Alongside the results
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we present or cite in this chapter are many that we had no space to mention;
and more numerous yet are the many results that wait to be discovered.

Appendix

The CHSH inequality concerns measurements that Alice and Bob make on
an ensemble of pairs of systems all prepared in the same initial state. Let us
suppose that each pair of systems carries a definite local plan, which we denote
λ. The local plan contains prepared responses to any question that Alice and
Bob might ask—it is a crib sheet for the pair of systems. Let ρ(λ)dλ be the
fraction of pairs in the ensemble that carry the local plan λ. We normalize
ρ(λ) so that ∫

dλρ(λ) = 1, (24)

with the integration over all λ. Let A and A′ denote measurements that Alice
can make, and B and B′ denote measurements that Bob can make. Given a
local plan λ, let P (A; a; λ) be the probability that a measurement A yields the
result a. Similarly, let P (A, B; a, b;λ) be the probability that measurements
A and B (on the same pair) yield results a and b, respectively. Since these
probabilities arise from the same local plan, P (A,B; a, b;λ) factorizes:

P (A, B; a, b;λ) = P (A; a; λ)P (B; b;λ). (25)

Now let P (A,B; a, b) be the probability that measurements of A and B on a
pair yield a and b, respectively. It is the average of P (A,B; a, b; λ) weighted
by ρ(λ), i.e.

P (A,B; a, b) =
∫

dλρ(λ)P (A,B; a, b; λ). (26)

We define the correlation between measurements A and B to be

C(A,B) =
∑

ij

aibjP (A,B; ai, bj), (27)

where ai and bj are possible results of measurements A and B, respectively.
Assume −1 ≤ ai, bj ≤ 1. We will prove that a combination SCHSH of correla-
tion functions,

SCHSH(A, A′; B,B′) = C(A,B) + C(A′, B) + C(A,B′)− C(A′, B′), (28)

is bounded above and below:

−2 ≤ C(A,B) + C(A′, B) + C(A, B′)− C(A′, B′) ≤ 2. (29)
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To prove Eq. 29, we fix λ and look at the sum of products

aiP (A; ai;λ)
[
bjP (B; bj ; λ) + b′jP (B′; b′j ; λ)

]

+a′iP (A′; a′i;λ)
[
bjP (B; bj ; λ)− b′jP (B′; b′j ; λ)

]
. (30)

Each term in brackets is bounded in magnitude by 2, and their sum and dif-
ference are also bounded by 2. Since the absolute values of aiP (A; ai; λ) and
a′iP (A′; a′i;λ) are bounded by 1, the absolute value of the sum is bounded by
2:

−2 ≤ aibjP (A; ai;λ)P (B; bj ; λ) + a′ibjP (A′; a′i;λ)P (B; bj ; λ)
+aib

′
jP (A; ai;λ)P (B′; b′j ; λ)− a′ib

′
jP (A′; a′i; λ)P (B′; b′j ; λ) ≤ 2.(31)

Summing over i and j, multiplying by ρ(λ) and integrating over λ, we obtain
the CHSH inequality, Eq. 29.

Quantum correlations violate the CHSH inequality. For two spin-1/2 par-
ticles in the singlet state of Eq. 8, we may choose A = â · σ, A′ = â′ · σ,
B = b̂ · σ and B′ = b̂′ · σ where â, â′, b̂ and b̂′ are unit vectors in space.
The quantum correlation function CQ(A,B) is equal to â · b̂, and so on. If
we apply the CHSH inequality to the case where â, â′, b̂ and b̂′ lie in the
plane with π/4 radians separating â′ and b̂, b̂ and â, and â and b̂′, we ob-
tain 2

√
2 for the quantum version of SCHSH(A, A′;B, B′). Hence quantum

correlations cannot arise from local plans. If the state of the ensemble is
the general state |Ψα〉 of Eq. 13, then the four unit vectors still lie a plane,
with â′ and â perpendicular, but the angle between b̂ and â and between â
and b̂′ becomes arctan

[
2α(1− α2)1/2

]
for the maximal quantum version of

SCHSH(A,A′; B, B′), namely 6 2
[
1 + 4α2(1− α2)

]1/2.
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